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Abstract 
This article describes the implementation and results of the 

first highly efficient parallel conversion of terabyte-order 

video files from RGB color scale representation into HSV, 

the latter being a more convenient color representation scale 

for effective object recognition and image analysis over 

RGB. This article elaborates the theoretical and experimental 

rationale to favour a HSV scale model, the implementation 

details of the solution provided and the results of the 

performance analysis and measurements taken. Finally, a 

summary of the future work possibilities is provided. 

According to the investigation performed during the 

execution of this project, this solution embodies the first 

attempt to achieve massive parallel RGB to HSV video 

conversion in a formally documented fashion, using a high 

performance computer. 

1 Introduction 
The Pattern Recognition and Intelligent Systems Laboratory 

(PRIS-LAB) is a research center based in Costa Rica, whose 

main focus is the development and analysis of information 

processing algorithms in the areas of pattern recognition, 

intelligent systems, machine learning, signal and image 

processing, object tracking and Biocomputing [1]. One of the 

undergoing challenges of PRIS-LAB for this project, is the 

object decomposition analysis of high volume videos 

captured from soccer matches, in an effort to provide the 

Universidad de Costa Rica’s soccer team with insights about 

the strategy, tactics and patterns found in soccer matches [2]. 

Presently, the video cameras used are capturing videos in 

RGB color scale representation, for a total size of ~3.1TB in 

4K videos1. Literature indicates [3], [4], [5], [6] that color 

scales in RGB are less convenient for object detection and 

pattern recognition, and that a more effective option is to use 

HSV representation. This poses the need to convert these 

                                                           
1 A single soccer match video file equals around 48 GB, and 

the total set of matches in a tournament round is 64 [2]. 

terabyte-order video files from RGB to HSV in the shortest 

time possible so the execution of objects recognition 

computation is not delayed. According to the investigation 

accomplished, there are no software solutions available to 

perform massive video conversion from RGB to HSV. With 

the outcome of this project, PRIS-LAB will be able to reduce 

the conversion time and feed the image processing analysis 

tools with HSV format videos, and ultimately improve the 

accuracy of the results from these analyses. 

2 Background 
This section elaborates the elements that originated the 

project. Additional context in the computer vision field is 

provided, and finally the present investigation work in the 

field is described. 

2.1 Computer vision, object recognition and 

HSV color scale 
Computer vision is the scientific discipline concerned with 

the process of extracting information from digital images [7]. 

An important task in this process is the recognition of objects 

represented in each of the images taken. This task involves 

analysis of data representations in order to discern the 

physical objects captured in the images taken, and perform 

the desired analysis [4]. There are multiple techniques to 

achieve object recognition, one of the most widely used is 

“color segmentation” [7], on which the input images are 

segmented into objects and boundaries based on their color 

representations. There are numerous color representations 

available, being RGB and HSV the two most common (in 

that order) [8]. Although RGB is the most widely used image 

representation in television and digital cameras [8], this 

representation falls short when used to perform color 

segmentation analysis, due to its high correlation between 

colors [8]. For this reason, the HSV representation appears 

as a more convenient color representation in object detection 

analysis. Multiple investigation sources support the approach 
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of using HSV instead of RGB, in object recognition and 

color extraction tasks [3], [4], [5], [6]. 

2.2 The RGB and HSV color scales 
In this section the RGB and HSV scales are briefly described, 

and the high level conversion process from one to another. 

 

Illustration 1: The RGB color scale 

 

Illustration 2: The HSV color scale 

RGB stands for “Red, Green, Blue”, and consists of a 

tridimensional spectrum of colors that is considered additive, 

as colors are created from the addition of each of the three 

dimensions [7]. Illustration 1 depicts the RGB scale in a 

graphical manner. 

HSV (Hue, Saturation, Value) is a cylindrical projection of a 

RGB color cube [7], which attempts to separate the color 

information from its intensity [4]. Illustration 2 denotes the 

HSV color scale. 

The function to convert from RGB to HSV has been 

described by the conclusions provided in [5]. Illustration 3 

summarizes the mathematical functions involved in 

converting a RGB triplet (r, g, b inputs) to HSV (h, s, v 

outputs) according to the standard process known as the most 

commonly used method [5]. This article describes the 

solution that accomplishes a highly efficient parallel 

implementation of this algorithm. 

 

Illustration 3: Algorithm to perform RGB to HSV conversion 

3 Problem statement 
In this section the problem statement is established in detail. 

The text in this area also justifies the need of HSV video 

analysis, and the appearing challenges upon combining 

terabyte-order video files and parallel conversion. 

3.1 RGB color scale limitations and 

sequential conversions 
The main problem that RGB poses for object decomposition 

analysis, is the high correlation between colors [8]. This 

means that, if the intensity changes, all the three colors in the 

scale are tied together. During the object and color 

segmentation stages, for practical purposes this implies that 

videos taken under variable illumination conditions are 

likely to see its final analysis affected. Illustration 4 shows a 

color segmentation of a regular image, based on RGB scales 

at maximum levels for each channel. As it can be observed, 

the objects are not clearly separated and the areas having the 

least illumination are still present in the three channels. This 

exposes the main difficulty when dealing with RGB-based 

pattern recognition. Illustration 5 is based on HSV 

segmentation. In this case, the maximization of Hue and 

Saturation channels is not affected by illumination 

conditions (especially present in the horizontal upper limit of 

each image), which significantly supports the effective 

identification of object borders, a key element in image 

analysis tasks. 

 

Illustration 4: RGB channels at maximum levels 
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Illustration 5: Hue and Saturation channels at maximum levels 

This is the main motivation to state that there’s an underlying 

need to perform video files conversion from RGB to HSV. 

PRIS-LAB has been running video analysis tasks using RGB 

scales until a solution is available, which reduces the 

accuracy of the final results provided [2]. This project 

provides a solid starting point to achieve a scalable parallel 

solution to this problem. This serves as a means to increase 

the accuracy of the sports analytics in PRIS-LAB by opening 

the possibility to use HSV scale video analysis. 

4 Challenges presented 
4.1 Problem size 
A video file can be best understood as a three-dimensional 

array of pixels. Each of these pixels hold the color 

information related to the scale indicated for that file. The 

conversion operations must be performed in each pixel, 

taking the problem data size to the order of billions of data 

operations executed for a video a few minutes long. As 

previously indicated, a regular soccer match is at least 90 

minutes log. More specific calculations are provided in Table 

1, in all cases using as example a video of 5 minutes at 30 

frames per second (fps). The calculations are made with the 

formula: Minutes * 60 * fps * X axis size * Y axis size. 

Resolution Total pixels 

XVGA (800 x 600) 4 320 000 000 

HD (1280 x 720) 8 294 400 000 

4K (4096 x 2160) 78 151 680 000 

Table 1: Amount of pixels in video resolutions 

4.2 Per-substep conditions 
The problem can be devised into three independent substeps 

demanding specific considerations each: 

Decode. In this substep the video file must be decoded into 

frames that can be treated as a matrix of pixels. The main 

challenge is the number of video formats that specify a wide 

variety of compression mechanisms, which is ultimately 

determined by the codec and demands a software solution 

that works at least for the most common types. 

Convert. The challenges in this substep are related to the 

conversion algorithm itself. A straight implementation of the 

solution presented in Illustration 3 requires at least 12 

conditions in the code to protect it from zero-division. For a 

code segment that has to be executed billions of times, it is 

imperative to be as streamlined as possible, and the number 

of conditions poses an improvement opportunity. The 

conversion algorithm also involves floating point 

representations, due to the division operations required and 

based on the need to keep the best precision possible in the 

data conversion from RGB to HSV. Although the precision 

problem has been approached already in [9], this code hasn’t 

been tested in a parallel fashion to certify a concrete 

improvement. On top of this, a set of floating point 

operations will not take advantage of the multiple ALUs 

available in most modern architectures, leaving this parallel 

resource unused. 

Encode. In this substep the converted frames must be written 

back to a new video file. Again the codec availability 

demands are present, but more specifically for video write 

operations, with the added condition of disk access latency. 

A solution that weights in both items is required. 

4.3 Terabyte-order parallel video conversion 
A relevant requirement of the solution is the efficient 

processing of terabyte-order video files. Presently, PRIS-

LAB is handling sets of ~3.1TB video files [2]. Leveraging 

disk access and memory usage is critical for a successful 

implementation. Even though libraries like OpenCV and 

ffmpeg provide community-tested routines for reading and 

writing video files [10], for terabyte-order files it is necessary 

to split the input in more manageable file sizes that can be 

loaded in memory. The integrity of the video file has to be 

preserved upon splitting, as different compression formats 

store video metadata information in the first frame of the file. 

Also, the performance of the routines used for disk access 

must be measured and optimized. The possibilities offered 

by OpenCV and ffmpeg in terms of parallel buffers 

management must be analyzed and tested, in order to 

determine if a tailored file write/read mechanism is required. 

According to the investigation carried out for this article, a 

documented parallel solution to convert RGB to HSV using 

OpenCV or ffmpeg is not available. 

The software community will benefit from a large-scale 

tested solution to this problem. One of the most widely used 

computer vision libraries is OpenCV [11], and by looking at 

their latest official code repository in Github, it is possible to 

note how their current implementation of RGB to HSV 

conversion doesn’t implement parallel execution [12]. This 

brings an attractive opportunity for this project to achieve 

striking parallelization results in the current state of art. From 

an academic standpoint, and according to the context 

investigation performed, there isn’t a formal study about the 

RGB to HSV parallelization results. Previous studies have 

approached the topic [13], [14], however the scientific 

community is yet to welcome an integrally documented 



analysis that considers the impact of dealing with terabyte-

order RGB to HSV file conversions, memory vs. storage 

management algorithms, potential optimizations to the 

conversion operations, speedup and efficiency in parallel 

environments. 

5 Solution design 
The following section describes the details of the solution 

designed to the situation described in sections 3 and 4, first 

providing a high level debrief of the process, to follow a 

detailed implementation-oriented description of the solution. 

 

Illustration 6: High level conversion and analysis process 

5.1 High-level process flow 
The Illustration 6 portrays a high level overview of the entire 

process of acquiring deep understanding of soccer game 

tactics and patterns. 

Although it is beyond the scope of this article to include a 

detailed elaboration of the video capture and analytics stages, 

the reference is relevant to contextualize the location in the 

bigger picture of the solution conceptualized. The only step 

within the scope of this article is the “parallel RGB to HSV 

conversion”. The to-be process offered in the Illustration 6 

establishes the following central facts: 

- With the current camera technology available at PRIS-

LAB, it is not possible to merge steps #1 and #2 to 

expect HSV videos be produced directly from the 

recording device [2]. This forces the final solution to 

include a separate step for the HSV conversion. 

- The further step #2 is accelerated, the less blocking time 

is imposed on step #3 and the final result. 

- The ideal solution is one where step #2 is taken to the 

minimum possible. 

5.2 RGB to HSV conversion stage 
The step#2 in the Illustration 6 is detailed in this section. 

Illustration 7 presents the pseudo-code of the substeps 

involved. The implemented solution uses C++ language in a 

Linux-based environment, and OpenMP to enable 

parallelization. The video decoding and encoding routines 

are fetched from the OpenCV library, version 3.0. 

 

Illustration 7: Pseudo-code of the conversion stage 

The conversion stage contains three substep routines:  

#1: Decode. The video format is captured from the input file, 

as well as its metadata information, like video resolution, 

frames per second, total number of frames in file and color 

scale. The video writer object is also initialized targeting the 

output file. In terms of execution time, this is the substep that 

takes the least as it’s executed only once per file. To 

accomplish a wide compatibility level, the open source 

library OpenCV [11] has been used. Most of the existing 

codecs are presently supported in this library, therefore the 

codec and metadata configuration from the input file is 

replicated into the output file. 

#2: Convert. The video file is now decoded and is navigated 

frame by frame. This requires a set of three nested loops, the 

first runs through each of the frames, the second through the 

columns and the third through the rows in each frame. This 

is the most time consuming substep, taking 67% of the 

sequential execution time. Fortunately this is also the substep 

on which the highest parallelization opportunities exists. In 

the second loop, an OpenMP pragma “parallel for” was 

introduced to form a clear map design pattern. Due to thread 

safety reasons in the frame decoding routine of OpenCV, is 

was not possible to place the pragma at the top level loop, 

which might have provided a more efficient work scheduling 

(this is considered in the Future work section). Considering 

the problem size described in Section 4, the optimization of 

the RGB to HSV algorithm is the most relevant topic to 

achieve high performance. Three code optimizations were 

evaluated as part of the algorithm implementation: 

a) Short-circuit evaluation: 

The first portion of the algorithm in Illustration 3 involves 

finding the min and max value of the RGB triplet, which 

involves at least 4 additional conditions in the code. By using 

short-circuit comparisons the number of conditions can be 

reduced from 12 to 8. 

 

1. Video capture 

of soccer matches

2. Parallel RGB to 

HSV conversion

3. HSV video 

analytics

Insights about 

game tactics

// #1: Decode 

VideoCapture cap (inputFileName); 

VideoWriter out (outputFileName); 

int codecID = cap.get(CODECID) 

Size size = cap.get(WIDTH), cap.get(HEIGHT); 

long frameCount = cap.get(FRAME_COUNT); 

 

// #2: Convert 

for(int count = 0; count < frameCount; count++) 

  Matrix frame = cap[count]; 

  #pragma omp parallel for 

  for(int j = 0;j < size.height;j++) 

     for(int i = 0;i < size.width;i++) 

 pix = RGB2HSVConvert(frame[j][i]); 

        

  // #3: Encode 

  out.write(frame, codecID); 

 

closeCaptures(); 



More specifically, an evaluation like: 

minRGB = r; 

minRGB = r < g ? (r < b ? r : b) : (g < b ? g : b); 

When using short-circuit comparison becomes: 

minRGB = r;  

(minRGB > g) && (minRGB = g); 

(minRGB > b) && (minRGB = b); 

 

According to the C/C++ standard specification [15], the 

statement execution in the right side is cancelled when the 

left condition is not met, reducing the final execution time in 

at least 5%, according to this investigation. Full details on 

the results obtained are provided in section 6. 

b) Usage of floating point spaces: 

This optimization is fully described and formulated by [9]. It 

can be combined with the short-circuit optimization. In 

essence, it is based in clearing out the equations formed in 

the original conversion method of the Illustration 3, and 

representing the converted values in a floating space between 

[0…1]. This optimization reduces the number of conditions 

to 2 and in general the code size [16], while keeping the 

highest accuracy possible when converting to HSV due to the 

use of float types. While this optimization initially yielded 

favorable results in sequential executions, the code didn’t 

scale up to parallelization. This issue is fully discussed in 

section 6. 

c) Usage of fixed point types: 

This optimization can be combined with the short-circuit 

evaluation, but not with the floating point spaces. It is based 

in implementing the algorithm in Illustration 3 as it is, but 

using fixed point types. This slightly reduces precision, but 

highly increases performance when parallelization is 

introduced. The result is a program with 8 conditions, but 

using “usingned char” type to specify values between 

[0…255]. The results are detailed in section 6. 

The final implementation of the conversion algorithm is 

available in the code repository of this project [16], precisely 

in the function named “RGB2HSV”. 

#3: Encode: Although this is logically presented as a 

separate substep, from an implementation standpoint this an 

instruction to write the converted frame onto the new video 

file created using the corresponding codec captured during 

the decode substep, as presented in Illustration 7. This 

instruction is natively provided by OpenCV, and it is outside 

the parallel area for being thread unsafe. In section 8, 

possibilities are discussed for future work to introduce 

parallelization and increase performance of this substep. 

6 Analysis of results 
In this section, the results of sequential and parallel 

executions are evaluated, standard performance 

measurements of speedup and efficiency are provided for 

different scenarios. Also, the optimizations considered are 

measured and the respective scalability measurements are 

specified. In all cases, the time-based measurements are 

specified in seconds, and taken as the average of 6 repeated 

executions. Variance information is presented next to each 

chart with its related data tables. The cluster used to take the 

measurements belongs to PRIS-Lab, and consists of single 

node 32-core Intel Xeon E5-2650@2.00 GHz. In all cases, 

the number of threads used is specified individually. 

6.1 Summary of the improvements achieved 
The high level results obtained after introducing parallelism 

in the sequential code are presented in Table 2. The column 

“Conversion” refers to the substep #2 explained in section 

5.2. The column “Entire program” refers to the execution of 

all the substeps presented in section 5.2. The lowest 

execution time in a parallel configuration was obtained with 

64 threads. In the sections to follow, each of the 

optimizations that lead to these results are detailed through 

micro benchmarking. 

 Conversion Entire program 

Sequential execution 202.42 seconds 307.14 seconds 

64 threads execution 33.62 seconds 106.42 seconds 

Speedup 6.02 2.88 

Time reduction 84% 67% 

Table 2: Summary of the results achieved using a 100mb video 

conversion sample. 

6.2 Results of each optimization 
As discussed in section 5.2, three optimizations to the 

conversion algorithm were evaluated. The details of the 

results are presented in Illustration 8, observing a conversion 

of one 100mb video file. The tabular data related is displayed 

in Table 3. 

Optimization Execution time Variance 

Not-optimized 50.6 ± 3.1 

Conditions 48.6 ± 3.4 

Floating point spaces 42.29 ± 4.3 

Fixed point 38.89 ± 2.4 

 

Table 3: Optimizations evaluation of RGB to HSV algorithm 

(tabular data, all figures are in seconds) 

The “not-optimized” measurement is based in an 

implementation of the algorithm in Illustration 3 using 

floating point types and 12 in-code conditions. This can be 

considered as the most basic and common execution of this 

algorithm. The first optimization discussed in section 5.2 is 

short-circuit comparison. The results indicate a reduction of 



5% when executed in 32 threads. The next two 

optimizations, floating point spaces and fixed point data 

types, were benchmaked side by side using 32 threads and 

the results are in favour of a fixed point implementation. 

 

Illustration 8: Optimizations evaluation of RGB to HSV algorithm 

 

Threads 
Fixed 

point 
Variance 

Floating 

point space 
Variance 

1 202.42 ± 9.4 199.08 ± 11.9 

2 127.64 ± 7.4 111.72 ± 8.2 

4 77.74 ± 6.3 72.50 ± 7.9 

8 46.94 ± 7.2 54.12 ± 5.6 

16 40.81 ± 6.4 49.45 ± 4.3 

32 38.89 ± 3.6 42.29 ± 4.7 

64 33.62 ± 3.9 39.11 ± 4.4 

128 33.84 ± 3.15 38.88 ± 2.7 

 

Table 4: Execution times comparison between Fixed point and 

Floating point space optimizations (all figures are in seconds) 

 

The results from Illustration 9 yield deeper insights about the 

scalability of each optimization. The specific data related is 

shown in Table 4. Although initially the execution times of 

the floating point space implementation are superior, after 8 

threads and beyond, the fixed point implementation 

overcomes and turns out being more efficient in higher 

parallelization configurations. Although, unfortunately, it 

was not possible to find factual information about the Intel® 

Xeon® microarchitecture that explains this issue, these 

results support the argument that a fixed point parallel 

implementation takes advantage of the higher degree of 

instruction level parallelism for fixed point operations 

present in these microprocessors. If this advantage is taken 

to a large scale deployment in multiple nodes, the impact on 

performance is even greater. 

 

Illustration 9: Execution times comparison between Fixed point 

and Floating point space optimizations 

6.3 Solution scalability and performance 
As presented in Illustration 10, the solution that uses fixed 

point data types achieved a speedup of 6x, while the solution 

using floating point spaces achieved 5.1x when converting a 

video file of 100mb. 

 

Illustration 10: Speedup of the fixed point and floating point space 

solutions 

The solution didn’t scale higher after 64 threads due to the 

resources available in the cluster used for testing, but it is 

safe to expect a growing speedup as resources increase. 

Illustration 11 shows the inflection point found in the two 

implementations, after 8 threads when the fixed point 

solution becomes more efficient. 



 

Illustration 11: Efficiency of the fixed point and floating point 

space solutions 

7 Outstanding contributions 
The three main contributions to be made by this project to 

the scientific and high performance computing communities, 

are described in this section. 

A documented parallel solution of RGB to HSV 

conversion: The main novelty outcome of this project is the 

first parallel execution documented analysis of RGB to HSV 

conversion of video files. Although the analysis of terabyte-

order data handling is not available in this study, the solution 

is ready to receive this scope addition, preserving its 

scalability and performance achievements. 

Documented RGB to HSV algorithm optimizations 

tailored to parallel execution: The project has contributed 

to the scientific community by providing documented results 

of three algorithm optimizations to find the most cost-

effective solution to the problem presented which consists in 

a solution that employees fixed point data types and short-

circuit comparisons. 

A scaling analysis of speedup and efficiency with 

different parallel configurations: The scalability of the 

solution created has been measured to determine a parallel 

configuration that increases the performance of the program 

created. The results obtained demonstrate a speedup of 6x 

with a 64 threads configuration, reducing the conversion 

time of a 100mb video file from 202 seconds to 33. 

8 Future work 
Review parallelization potential in frame decode routine. 

The solution presented introduces parallelism in the second 

level nested loop of the video, and not at the first level loop 

(details in Illustration 7). This was required because the 

OpenCV routine that reads a frame from the video capture is 

not thread safe. A potentially significant improvement can be 

made if the frame decode operation is rewritten and the 

“parallel for” pragma is moved to the top level loop, which 

could improve work scheduling in OpenMP and overall 

efficiency. 

Slice input video file in 2GB sub-files to achieve terabyte-

order conversion. The solution created is still unable to 

process files bigger than 2GB due to data type limitations in 

OpenCV frame writing routines, which is based on 32 bit 

types [11]. A potential solution to this limitation consists in 

simply slicing input files into 2GB chunks, and feeding the 

parallel program automatically with these files. 

Consider the use of a parallel filesystem. After having 

improved the conversion algorithm, 63% of the execution 

time is taken during the encoding stage, when the new video 

file is written back to disk. A potential improvement to 

reduce this time is the usage of a parallel file system that 

favors concurrent access to disk in a more efficient fashion. 

Usage of Streaming SIMD Extensions (SSE). x86 

architectures are packed with SSE to activate instruction 

level parallelism when dealing with highly data-intensive 

problems, like the one presented in this article. The approach 

has been previously studied [5], but a holistic analysis of the 

results is not available. 

Usage of ffmpeg library for video decoding and encoding. 

Although OpenCV offers valuable features to the computer 

vision community for its largely available documentation 

and wide range of functionality, it is not a library optimized 

for large video files writing and superior performance. 

According to the investigation performed, a more suitable 

library to manage video files conversion is ffmpeg. As a 

matter of fact, OpenCV uses ffmpeg to handle some file-

access operations [12]. If ffmpeg is used directly to perform 

encode and decode operations over video files, it is very 

likely that the overall performance is going to be positively 

affected as this library is optimized for these purposes. 

Partial progress towards this approach is included in the code 

repository that accompanies this article [16]. 

9 Conclusions 
The project described in this article represents a solid starting 

point to achieve greater results for terabyte-order RGB to 

HSV video conversions. The program created attained a 6x 

speedup by focusing the attention in the most critical 

problem areas, and still leaves plenty of room for additional 

optimizations. The critical contribution of this work lies in 

the creation of the first analysis that combines large-sized 

video files, parallel configurations and algorithmic 

optimizations. But in a more general sense, this represents 

the entry point to continue finding the most cost-effective 

implementation of a terabyte-order parallel RGB to HSV 

conversion. 
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